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Abstract

We experimentally analyze learning structured output in a discriminatradwork where values of the output
variables are estimated by local classifiers. In this framework, cong#prndencies among the output variables
are captured by constraints that dictate how global labels can be inf&kedompare two strategidearning plus
inferenceandinference based trainindy observing their behaviors in different conditions. We concludeubiay
inference during learning helps when the local classifiers are difficigtim but requires more examples.

1 Introduction

Making decisions in real world problems involve assigniatues to sets of variables where a complex and expressive
structure can influence, or even dictate, what assignmeatsassible. For example, in the task of labeling part-of-
speech tags to the words of a sentence, the prediction isrggvéy the constraints like “no three consecutive words
are verbs.” Another example exists in scene interpretaéieks where predictions must respect constraints thati coul
arise from the nature of the data or task specific conditions.

There exist three fundamentally different solutions tobpem of learning classifiers over structured output. In
the first, structure is ignored; local classifiers are ledrawed used to predict each output component separately. In
the second, learning is decoupled from the task of maimtgistructured output. Only after estimators are learned
for each local output variable, are they used to produceaglobtput consistent with the structural constraints. Dis-
criminative HMM, conditional models [6, 5] and many dynamiogramming based schemes used in the context of
sequential predictions fall into the this category. Thedhilass of solutions incorporates the dependencies among
the variables into the learning process, and directly irdwastimators that optimize the global performance measure
Traditionally these solutions were generative, howeveemédevelopments have produced discriminative models of
this type, including conditional random fields[4], Collirerceptron-based learning scheme [2, 1] and Max-Margin
Markov networks which allows incorporating Markovian asgtions among output variables [9].

In this paper, we look at the tradeoffs of using each of thevalszhemes. In the first, classifiers are learned
independently Iéarning only(LO)), in the second, inference is used to maintain strattoonsistency only after
learning (earning plus inferencéL+1)), and finally inference is used while learning the paeders of the classifier
(inference based trainin@BT)). In semantic role labeling (SRL), it was observedtfTdt when the local classification
problems are easy to learn, L+I outperforms IBT. Howeveemtising a reduced feature space where the problem was
no longer (locally) separable, IBT could overcome the pooal classifications to yield accurate global classificgtio
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In Section 3, we compare them using the online Perceptraorittign applied in the three settings (see [2] for
details). All three settings use the same linear repreentaand L+l and IBT share the same decision function.



Despite the fact that IBT is a more powerful technique, int®acs, we provide an experiment that shows how L+l
can outperform IBT when there exist accurate local classifieat do not depend on structure, or when there are too
few examples to learn complex structural dependencies.

2 Background

Given an assignment € X"~ to a collection of input variableX = (X;,..., X, ), the structured classification
problem involves identifying the “best” assignmentc )" to a collection of output variable¥ = (Y1,...,Y,,)
that are consistent with a defined structureYonThis structure can be thought of as constraining the ogpacte to
a smaller space()") C Y™, whereC : 2¥° — 2" constrains the output space to be structurally consistent.

In this paper, a structured output classifier is a funcfion X**= — )"v, that uses a global scoring function,
f X" x Y™ — IR to assign scores to each possible example/label pair. @Giert x, it is hoped that, among

consistent outputs, the correct outguachieves the highest score:

y = h(x) = argmax f(x,y’), @)
y/ec(yny)
wheren, andn, depend on the example at hand. In addition, we view the glstming function as a composition
of a set of local scoring functiongf, (x,t) },cy, wheref, : X"+ x {1,...,n,} — R. Each function represents the

scoreor confidence that output variablé takes valuey:

Ny
FOG W yn,)) = D Fy(%,8)

Inferenceis the task of determining an optimal assignitgngiven an assignment. For sequential structure
of constraints, polynomial-time algorithms such as Vitesb CSCL [6] are typically used for efficient inference.
For general structure of constraints, a generic searchaddtihg., beam search) may be applied. Recently, integer
programming has also been shown to be an effective infergmaach in several NLP applications [8, 7].

In this paper, we consider classifiers withear representation Linear local classifiers can be written as linear
functions, f, (x,t) = a¥ - ®¥(x,t), wherea? ¢ R is a weight vector an@¥(x,t) € IR% is a feature vector.
Then, it is easy to show that the global scoring function camviitten in the familiar formf(x,y) = a - ®(x,y),
whered? (x,y) = >, ®¥*(x,t)I;,,—,; is an accumulation over all output variables of featuresioang for class
y,a = (a,..., a¥l)is concatenation of tha?’s, and®(x,y) = (®!(x,y),..., ®?I(x,y)) is the concatenation
of the®¥(x,y)’s. Then, the global classifier is

) h(x) =y = argmax a - ®(x,y’).
3 Learning yecw)

We present several ways to learn the scoring function paemdiffering in whether or not the structure-based
inference process is leveraged during training. Learnomsists of choosing a function : X* — Y* from some
hypothesis spacé{. Typically, the data is supplied as a t= {(x1,y1),- - -, (Xm, ¥m )} from a distributionP*-
over X* x Y*. While these concepts are very general, we focus on onlimeifepof linear representations using a
variant of the Perceptron algorithm (see [2]).

Learning Local Classifiers: Learning stand-alone local classifiers is perhaps the ni@sgktforward setting.

No knowledge of the inference procedure is used. Ratheedoh exampléx,y) € D, the learning algorithm must
ensure thaff,, (x,t) > f,(x,t) forallt = 1,...,n, and ally’ # y,. In Figure 2(a), an online Perceptron-style
algorithm is presented where no global constraints are. (&eel[3] for details and Section 5 for experiments.

Learning Global Classifiers: We seek to train classifiers so they will produce the corrkdia classification. To
this end, the key difference from the other approach is teed, Heedback from the inference process determines which
classifiers to train so that together, the classifiers andntfieeence procedure yield the desired result. As in [2, 1],
we train according to a global criterion. The algorithm grged here is an online procedure, where at each step a
subset of the classifiers are updated according to inferierecback. See Figure 2(b) for details of a Perceptron-like
algorithm for learning with inference feedback (this aifon was first proposed in [2]).

Note that in practice it is not uncommon that a problem is ntextln such a way that local classifiers also consider
the output of others as part of their inputs. This sorintéraction can be incorporated directly to the algorithm
for learning a global classifier as long as the appropriderémce process is used to ensure the consistency of the
interaction among local classifiers in each example. Howdearning local classifiers can be more tricky, and one
must dynamically relabel subsets of classes during trgiimorder to remain focused on the problem of training with
and without inference feedback, the experiments preseateckrn only the local classifiers without interaction.
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Algorithm ONLINELOCALLEARNING
INPUT: DY € {x* x Y*}™
OUTPUT: {fy},cy €H
Initialize a¥ € ]R|<I> lfory e Y
Repeat until converge

for each (x,y) € D*Y do
for t = 1,...,nydo
g = argmax, o’ - ®Y(x, )
|f gt # Yt then
a¥ = a¥ + ¢V (x,t)
ayt — ayt _ (I)yt (X, t)

Algorithm ONLINEGLOBALLEARNING
INPUT: DY € {&* x Y*}™
OUTPUT: {fy},cy EH
Inltlallzea ? “P‘

Repeat until converge
for each (x,y) € DX do
y= argmax a-d(x,y)

@

fy;éythen
(b)

Figure 2: Algorithms for learning without (a) and with (b¥émence feedback.
4 Conjectures

In this section, we investigate the relative performancelagsifier systems learned with and without inference feed-
back. There are many competing factors. Initially, if thedbclassification problems are “easy”, then it is likely
that learning local classifiers only (LO) can yield the mostwaate classifiers. However, an accurate model of the
structural constraints could additionally increase prenance (learning plus inference (L+1)). As the local proide
become more difficult to learn, an accurate model of the &iradbecomes more important, and can perhaps overcome
sub-optimal local classifiers. Despite the existence ofodallsolution, as the local classification problems become
increasingly difficult, it is unlikely that structure basederence can fix poor classifiers learned locally. In thiseca
training with inference feedback (IBT) can be expected toveoge given enough examples.

As a first attempt to formalize the difficulty of classificatibasks, we define separability and learnability. A
classifier, f € H, globally separatesa data seD iff for all examples(x,y) € D, f(x,y) > f(x,y’) for all
y’ € Y™ \ y andlocally separate® iff for all examples(x, y) € D, f,,(x,t) > f,(x,t) forally € Y \ v, and all
y' € Y \ y. AlearningA is a function from data sets to?d. We say thaD is globally (locally) learnableby A if
there exists arf € H such thatf globally (locally) separate®.

The following simple relationships exist between local ghabal learning: local separability implies global sepa-
rability, but the inverse is not true; local separabilitypiiies local and global learnability; global separabilityglies
global learnability, but not local learnability.  As a refsut is clear that if there exist learning algorithms to lear
global separations, then given enough examples, IBT wip@tdiorm L+I. However, learning with unlimited examples
is usually not possible either because examples are expendabel or because some learning algorithms simply do
not scale well to many examples. When there are a fixed numiexaofples, L+ can outperform IBT.

Claim 1 With a fixed number of examples:
1. If the local classification tasks are separable, then Letperforms IBT.

2. If the task is globally separable, but not locally sepdeatthen IBT outperforms L+1 only with sufficient exam-
ples. This number correlates with the degree of the sephitsabf the local classifiers.

5 Experiments

We present experiments to show how the relative performahlearning plus inference (L+I) compares to inference
based training (IBT) when the quality of the local classffiand amount of training data varies.

In our experiment, each examples a set ofc points ind-dimensional real space, whexe= (x1,xa,...,X.) €
R? x ... x R? and its label is a sequence of binary varialyle: (y1,---,9c) € {0,1}¢, labeled according to:
Y = (U142, Ye) = h(x )wrgmanysz x;) — (1 — yi) fi(x1),
yec(ye)

wherec()°) is a subset of0, 1}¢ imposing a random constralntny, andf;(x;) = w;x; + 6,;. Eachf; corresponds
to a local classifie); = g;(x;) = Iy, (x,)>0- Clearly, the dataset generated from this hypothesis isafjiplinearly
separable. To vary the difficulty of local classification, generate examples with various degree of linear sepasabili

1Among the totake possible output labelg;(-) fixes a random fraction as legitimate global labels.



of the local classifiers by controlling the fractierof the data wheré(x) # g(x) = (g91(x1), - - - , ge(Xc))—eXamples
whose labels, if generated by local classifiers indepehdemlate the constraints (i.ex(x) ¢ C(V°)).

Figure 3 compares the performance of different learniragesiies relative to the number of training examples used.
In all experiments¢ = 5, the true hypothesis is picked at random, @fg<) is a random subset with half of the size
of <. Training is halted when a cycle complete with no errors,@f dycles is reached. The performance is averaged
over 10 trials. Figure 3(a) shows the locally linearly sejpée case where L+l outperforms IBT. Figure 3(c) shows
results for the case with the most difficult local classifimatasks¢ = 1) where IBT outperforms L+I. Figure 3(b)
shows the case where data is not totally locally linearhasaiple¢ = 0.1). In this case, L+I outperforms IBT when
the number of training examples is small. In all cases, @fee helps.
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Figure 3: Comparison of different learning strategies iriotgs degrees of difficulties of the local classifieks= 0
implies locally linearly separability. Higher indicates harder local classification.

6 Conclusion

We studied the tradeoffs between three common learningvsehidor structured outputs, i.e. learning without the
knowledge about structure (LO), using inference only déterning (L+1), and learning with inference feedback (IBT)

The experimental results on synthetic data confirm our miime — first, when the local classification is linearly
separable, L+ outperforms IBT, and second, as the locdilenas become more difficult and are no longer linearly
separable, IBT outperforms L+, but only with sufficient noen of training examples. In the future, we will seek a
similar comparison for the more general setting where maatinteraction between local classifiers is allowed, and
thus, local separability does not imply global separapilit
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